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Introduction

Modern computer simulations and satellite observations of the oceans and atmosphere produce large amounts of geospatial data on the terabyte scale.  These datasets are very valuable to the community as a whole, for scientific research, directing government policy and operational activities such as aviation, search and rescue at sea and oil spill mitigation.  ESSC serves operational Met Office and ECMWF marine forecast data to the UK science community and the EU MERSEA community.

At present, most of these datasets are in the form of files with large four-dimensional spatio-temporal grids containing data about many variables such as temperature, salinity, velocity, sea level and concentration of chlorophyll and nutrients.  Our current operational data system contains 2 TB of data stored in a number of common file formats.  The data are discretized on a number of different grids including standard lat-lon-depth grids of different resolutions and grids that are rotated relative to the Earth coordinate frame, as used by various marine forecast models.  Through Web Service and OPeNDAP interfaces, the data consumer is insulated from this complexity: he or she needs to know very little about the internals of the data store in order to extract just the data that are required, in the desired resolution and file format.

The purpose of this work was to investigate whether we could manage and serve our data more efficiently by storing the underlying data in a database, rather than as a large fileset.  This review will compare three systems: the well-known OPeNDAP aggregation server[1], a Web Service system called GADS (Grid Access Data Service[2]) and the Grid DataBlade[3] from Barrodale Computing Services.  The Grid DataBlade is a plug-in for the IBM Informix database[4] that allows gridded data to be stored in an object-relational database management system (O‑RDBMS), with the capability of performing many common interpolation and transformation operations on the server.  The application of database technology to gridded spatial data is relatively new and this work represents one of the first systematic investigations into its merits.

This paper describes the characteristics of the different management systems. It then reports on a controlled set of data extraction comparisons designed to compare performance.  Issues of metadata management are also addressed.

File-based systems: GADS and OPeNDAP

One of the primary motivations behind the original development of GADS was the desire to have a SOAP Web Service that could deliver the same capabilities as the popular OPeNDAP system.  Therefore the systems are similar in many ways: they both support basic subsetting, resampling (e.g. one can extract every fifth data point to reduce data volume) and aggregation (i.e. multiple source data files are made to look like a single large file).  Neither currently support rotation, re-gridding or interpolation on the server side, which was a key motivation behind this comparison with database technology.

Both GADS and OPeNDAP store their data as files in the host file system.  For GADS, these files can be in NetCDF, HDF4/5 or GRIB format, whereas our OPeNDAP server only understands NetCDF files.  The main difference between GADS and OPeNDAP lies in the interface: GADS provides a SOAP Web Service interface, whereas OPeNDAP provides a URL-based interface.

Database system: The Grid DataBlade

The Grid DataBlade stores gridded data, as well as the metadata associated with each grid, as SmartBLOB objects in the host Informix database.  SmartBLOBs can store much larger amounts of data than traditional BLOBs (up to 4TB in theory, but only ~0.5 GB in our particular installation).  It is possible to access and modify the content of a SmartBLOB without having to extract the entire BLOB from the database.  This property can have a significant impact on the time required for data extraction.
The Grid DataBlade supports a rich feature set.  It handles 1D, 2D, 3D and 4D grids and stores data using a tiling scheme, with user control over the tile size. This allows efficient generation of data products that involve only a small portion of the data.  Recently-extracted tiles are stored in a cache, so that future queries on the same portion of data are faster.  It stores data in, and converts data between, more than 40 different planar mapping projections supported by the IBM Informix Spatial DataBlade.  It supports irregularly spaced grids in any or all of the grid dimensions and handles the presence of multiple vector and/or scalar values at each grid point.  Importantly, it provides several options for interpolation, including N-Linear, nearest-neighbour or user-supplied schemes.  This permits data to be extracted at oblique angles to the original axes.  Additionally, data can be rotated in a plane.  All of these features can be accessed via C, Java or SQL APIs.

Comparison between the spatial data management systems
There are a large number of ways to evaluate gridded spatial data management systems (GSDMS) and it is impossible to define authoritatively which system is “the best”.  Different applications will require different approaches: for example, one application might require the fastest possible data access times, whereas another application might require greater flexibility and server-side functionality.

A key criterion for evaluating GSDMSs is the time required to extract a certain volume of data from an archive and re-package it as a new file, ready for download.  We performed test extractions of data from the UK Met Office operational North Atlantic marine forecast dataset, which has a total size of 100 GB.  The data are stored under GADS and OPeNDAP as a set of NetCDF files and another copy is held in the Informix database.  Our tests involved extracting data from a dataset that spanned a number of source data files; the servers extract the necessary data, then aggregate the data into a single file, ready for download.

We tested many parameters that control the data extraction time, including the size of the extracted data, the number of source files used in the extraction and the shape of the extracted data volume.  All of these results will be presented in the full paper.  To summarise, we found that in general, for extracted data volumes below 10MB, the database outperformed GADS and OPeNDAP.  Above this size, GADS was generally found to be capable of the fastest extractions.  The performance of the DataBlade decreased dramatically when attempting to extract more than 100MB of data in a single query.  Our OPeNDAP installation was found to be consistently much slower than both GADS and the DataBlade.
The reasons for this wide range in performance are due partly to design and partly to implementation.  The Grid DataBlade is optimised to support its entire feature set; in particular, it is optimised to retrieve relatively small (a few tens of megabytes) of data rapidly in the case where multiple users are querying the database simultaneously.  According to our tests, its internal logic becomes inefficient for larger data volumes.  The marked difference between the performances of GADS and OPeNDAP may be partly attributed to a difference in the version of the underlying Java NetCDF library[5]: the version of the library under GADS is newer and much more performant than the older one used by the latest version (beta) of the OPeNDAP aggregation server.

Metadata management

A key component of any data store is its handling of metadata.  Metadata is necessary for the server to locate the source data on its disks, and for external users to discover information about the data holdings.  GADS can store its metadata in an XML file or in a relational database; the latter option provides much faster access to metadata for large data holdings.  GADS’ metadata also provides a mapping to allow the data to be exposed with standard names for variables, even if the source files contain non-standard names, aiding discovery.  OPeNDAP stores its data in an XML file that does not allow this mapping.  In both systems, the metadata must be updated manually, although an automated tool for GADS is in development.

The Grid DataBlade, by contrast, manages its own metadata automatically.  When data are loaded into the database (data are always loaded from GIEF files, which are a special form of NetCDF files), the metadata is automatically read from the GIEF file and loaded into the database.  Currently the database does not enforce any compliance with standards, so effort must be made to ensure that the source GIEF file contains the correct (standard) names for variables, axes etc.

Ongoing and future work

We are actively monitoring latest developments in standards for metadata and data serving in order to be interoperable with as many groups as possible.  We intend to update the GADS server to be compliant with the OGC Web Coverage Server.  Barrodale Computing Services have recently produced a version of the DataBlade that plugs into PostgreSQL[6] (an open-source O-RDBMS) instead of Informix; we shall be evaluating this.
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